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Resumo

Constelacees de satlites radar eopticos registram hoje a superfcie terrestre com um nvel
iredito de detalhe, mas analistas ainda enfrentam di culdades para separar mudarcas rel-
evantes de rudo, speckle e inconsisténcias entre sensores. Esta tese enfrenta esse desa o
por meio de um programa de pesquisa em trés etapas que avarca da deteacao super-
visionada em SAR de resoluicao em comprimento de onda (WR), passa pelo raciocnio
baseado em teoria da informacao e culmina em traducao optica guiada por modelos de
difusao. Cada componente responde a uma das perguntas de pesquisa da tese e alimenta
a seguinte, produzindo um uxo de trabalho coeso para deteccao de mudarncas homogénea

e heterogénea.

A primeira parte apresenta duas arquiteturas convolucionais adaptadas a pilhas WR-
SAR de ultra banda larga e muito alta frequéncia (UWB/VHF). O netodo CNN-GSP
funde multiplas passagens em uma previsao sinetica da cena de referéncia, enquanto
0o CNN-MDI raciocina em conjunto sobre \arias imagens de difererca. Avaliados no
conjunto CARABAS-II, ambos reduzem falsos alarmes frente ao estado da arte mantendo
a probabilidade de deteacao; o CNN-MDI oferece a maior acuacia e 0 CNN-GSP aparece

como alternativa enxuta quando o orcamento computacionale limitado.

Com essa base, a segunda parte reexamina a deteccao WR-SAR sob aotica da teoria
da informacao. Estatsticas de entropia por pilha sao combinadas com modelos clutter-
plus-noise, uma nmascara baseada na mediana e varincias assinbticas ireditas para dis-
tribucees como Weibull e Rice. O detector resultante atinge 100% de recall com menos
de 0,1 falso alarme por kthem CARABAS-II, oferecendo um contraponto fundamentado
aos modelos supervisionados e indicando quando estatsticas elaboradas podem igualar

seu desempenho.

A terceira parte trata da deteccao heterogénea em imagensopticas, em que diferercas
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entre sensores tendem a eclipsar as mudarcas reais. Um modelo de difusao com remocao
de rudo traduz imagens Sentinel-2 em produtos compatveis com imagens Planet Dove por
meio de etapas de whitening, coloring e amostragem orientada por PSNR que preservam
a consisténcia entre mosaicos extensos. As imagens traduzidas melhoram a deteaao het-
erogénea em Beirute e Austin quando combinadas a um detector simples, mostrando como

a traduwcao generativa pode unir sensores antes da aplicacao de cabecas especializadas.

Em conjunto, essas contribucees reduzem falsos alarmes sem prejudicar o poder de
deteacao, ampliam garantias analticas para netodos de entropia em WR-SAR e demon-
stram como modelos de difusao conciliam sensores opticos em grande escala. O uxo
integrado fortalece rotinas de monitoramento de larga escala que precisam lidar com fun-

dos complexos, poucos tulos e aquiscees heterogéneas.

Palavras{Chave: Deteacao de mudarcas; Sensoriamento remoto multi-sensor; Visao com-

putacional



Abstract

Constellations of radar and optical satellites now record the world's surface with un-
precedented detail, yet analysts still struggle to separate meaningful change from clutter,
speckle, and cross-sensor inconsistencies. This thesis tackles that challenge through a
three-part research programme that moves from supervised wavelength-resolution (WR)
SAR detection, through information-theoretic reasoning, to di usion-driven optical trans-
lation. Each component answers one of the thesis research questions while feeding the
next, ultimately delivering a cohesive work ow for homogeneous and heterogeneous change

detection.

The rst strand introduces two convolutional architectures tailored to ultra-wideband/very-
high-frequency (UWB/VHF) WR-SAR stacks. CNN-GSP fuses multiple passes into a syn-
thetic ground-scene prediction that acts as a stable reference, whereas CNN-MDI reasons
jointly over several di erence images. Evaluated on the foliage-penetrating CARABAS-II
dataset, both networks cut false alarms relative to prior art while preserving probability
of detection; CNN-MDI delivers the strongest accuracy, and CNN-GSP o ers a leaner

alternative when compute is tight.

Building on that foundation, the second strand re-examines WR-SAR change detec-
tion from an information-theoretic perspective. Stack-wise entropy statistics are paired
with clutter-plus-noise models, a median-based mask, and newly derived asymptotic vari-
ances for distributions such as Weibull and Rice. The resulting detector achieves 100%
recall with fewer than 0.1 false alarms per kfnon CARABAS-II, providing a principled
companion to the supervised models and clarifying when handcrafted statistics can match

their performance.

The third strand addresses heterogeneous optical change detection, where sensor dis-

parities often dominate true scene dierences. A denoising di usion model translates
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Sentinel-2 imagery into Planet Dove-like products via whitening, colouring, and PSNR-
guided sampling steps that enforce patch consistency across large mosaics. The translated
imagery improves downstream heterogeneous change detection in Beirut and Austin when
paired with a lightweight baseline, illustrating how generative translation can bridge sen-

sors before specialised change detectors are applied.

Together, these contributions reduce false alarms without eroding detection power,
extend analytical guarantees to WR-SAR entropy methods, and show how di usion mod-
els can reconcile optical sensors at scale. The combined work ow strengthens wide-area
monitoring pipelines that must adapt to cluttered backgrounds, limited labels, and het-

erogeneous acquisitions.

Keywords: Change detection; Multi-sensor remote sensing; Computer vision
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CHAPTER 1. INTRODUCTION 24

1 Introduction

emote sensing has become indispensable for monitoring the Earth's surface and
R supporting applications that range from disaster response to precision agriculture
(RICHARDS, 2019). By revisiting the same region over and over, constellations of satellite
and airborne sensors assemble a living record of human activity and natural change.
Chapter 2 revisits the sensing modalities most relevant to this thesis|Synthetic Aperture
Radar (SAR) and optical imagery|while the present chapter sets the scene, explains the
gaps we observed in the literature, and clari es how the subsequent chapters respond to

them.

Yet even with decades of algorithmic progress, reliable multi-temporal change detec-
tion (CD) is still hard. Wavelength-resolution (WR) ultra-wideband/very-high-frequency
(UWB/VHF) SAR stacks remain cluttered, and the signatures of concealed targets are
often faint. Traditional detectors tend to lower false alarms only by sacri cing probability
of detection. Optical imagery introduces another challenge: the same scene captured by
di erent constellations rarely aligns perfectly because of disparities in resolution, spec-
tral response, and radiometry. These shortcomings motivate the three research strands
developed here: supervised WR-SAR CD with convolutional neural networks (CNNs),
information-theoretic WR-SAR CD driven by entropy statistics, and heterogeneous CD
enabled by di usion-based optical translation. The strands are staged so that each ad-
dresses a limitation revealed by the previous one: RQ1 examines how much supervised
learning can extract from WR-SAR stacks, RQ2 removes the dependency on labels through
statistical modelling, and RQ3 tests whether the resulting insights generalise to optical

sensors that lack matched stacks.
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1.1 Motivation and Challenges

Monitoring concealed military vehicles, disaster-induced damage, or urban develop-
ment requires CD algorithms that are both sensitive to subtle changes and robust to
nuisance factors. In WR-SAR imagery, the scarcity of speckle does not eliminate clutter;
the remaining backscatter still produces numerous false alarms when traditional pairwise
detectors are applied. Moreover, labelled stacks are scarce, so data-e cient supervised
methods must leverage prior domain knowledge without over tting. In optical settings,

a single area may be captured by multiple constellations (e.g., Sentinel-2 at 10 m and
Planet Dove at 3 m). Direct comparisons between such heterogeneous images amplify
false alarms unless the domain gap is explicitly mitigated. In both modalities, repro-
ducibility and transparency are critical so that practitioners can adopt and extend new

techniques.

1.2 Research Gap and Objectives

The overarching objective is to design CD methodologies that reduce false alarms
without sacri cing detection probability, while remaining transparent and reproducible.
The thesis addresses the following research questions (RQs), each corresponding to one of
the three methodological pillars. The questions are interdependent: each stage inherits the

limitations uncovered by the previous one and broadens the operational scope. Speci cally,

RQ1. WR-SAR supervision. Can stacks of co-registered WR-SAR images be exploited by
convolutional architectures to reduce false alarms while preserving high probability

of detection in concealed-target scenarios?

RQ2. Information-theoretic CD. Do entropy-based statistics with principled hypothe-
sis testing provide state-of-the-art false-alarm control for WR-SAR stacks while

maintaining competitive detection rates?

RQ3. Heterogeneous CD. Can di usion-driven optical image translation align disparate
sensors well enough to improve downstream heterogeneous CD without bespoke
change-speci ¢ heads, thereby o ering guidance that remains useful across constel-

lations and targets of interest to the broader remote-sensing community?
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Answering these questions demands methodological advances, rigorous experimentation
on representative datasets, and an explicit discussion of limitations. Taken together, the
three strands pose the central hypothesis of the thesis: WR-SAR stacks enriched with
supervised and entropy-based reasoning, combined with di usion-driven optical transla-
tion, can reduce false alarms without eroding detection power across homogeneous and
heterogeneous sensing regimes. The staged progression shows that stack-aware CNNs es-
tablish a reference point for supervised WR-SAR CD, entropy statistics retain those gains
without labels, and di usion models transfer comparable false-alarm discipline to optical

constellations where such stacks are unavailable.

1.3 Contributions

The thesis delivers three primary contributions, each mapped to one research question

and accompanied by quantitative evidence:

C1. CNN-based change detection for WR-SAR stacks (RQ1). Two supervised detectors
are introduced. The CNN-GSP method (Convolutional Neural Network with Ground
Scene Prediction) fuses WR-SAR stacks into a synthetic reference image before se-
mantic segmentation. The CNN-MDI method (Convolutional Neural Network with
Multiple Di erence Images) ingests several di erence images jointly to reason about
changes. Both architectures are trained on the CARABAS-II dataset and outperform
existing WR-SAR CD algorithms by lowering false-alarm ratios while sustaining de-
tection probability; the results were published in IEEE Transactions on Geoscience

and Remote Sensing, a leading remote sensing journal (VINHOLI et al., 2022).

C2. Entropy-based WR-SAR change detection (RQ2). An information-theoretic pipeline
computes entropy statistics across stacks, applies a median-based hypothesis test
to mask clutter, and performs morphological re nement. Closed-form asymptotic
variances are derived for distributions not previously analysed in this context (e.g.,
Weibull and Rice), enabling reproducible hypothesis testing. The study, also dissem-
inated through IEEE Transactions on Geoscience and Remote Sensing (VINHOLI et
al., 2024a), demonstrates state-of-the-art false-alarm performance under operationally

relevant metrics while responding to the annotated-data limitations identi ed in RQ1.
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C3. Di usion-driven optical translation for heterogeneous CD (RQ3). A denoising di u-
sion implicit model (DDIM) translates Sentinel-2 imagery into Planet Dove-like prod-
ucts while preserving geometry and radiometry. Novel forward and reverse di usion
procedures ensure patch-wise consistency across large areas of interest. Published in
IEEE Journal of Selected Topics in Applied Earth Observations and Remote Sensing
(VINHOLI et al., 2024b), this contribution widens the thesis scope to heterogeneous
optical sensing, advances the state of the art in multi-sensor translation, and shows
that the translated imagery improves CD when paired with a simple baseline de-
tector|evidence that the proposed pipeline is broadly applicable whenever analysts

require consistent multi-constellation inputs.

Collectively, these publications, all rst-authored by the present author, attest that each
research question is addressed with peer-reviewed evidence in top-tier remote sensing

venues, reinforcing the scienti ¢ relevance of the staged research agenda.

1.4 Datasets

The WR-SAR studies rely on co-registered CARABAS-II stacks representative of
foliage-penetrating scenarios, with performance reported in terms of probability of detec-
tion and false-alarm metrics suitable for large-area surveillance. The optical translation
experiments use Sentinel-2 imagery as the source domain and Planet Dove imagery as the
target domain. Large-scale regions of interest spanning multiple continents are used to
evaluate perceptual quality, translation consistency, and heterogeneous CD performance.
Baselines include established WR-SAR detectors and heterogeneous CD algorithms where

available, and all evaluation metrics are detailed in the corresponding chapters.

1.5 Scope and Limitations

The research purposefully abstracts away from end-to-end operational pipelines to
isolate methodological gains. A fundamental prerequisite for such an approach is precise
image registration|the process of transforming di erent sets of data into one coordinate

system. In the context of temporal stacks, this is speci cally termed coregistration, en-
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suring that pixels in a time-series correspond to the exact same physical location on the
ground. Without accurate spatial alignment, pixel-wise comparisons become meaning-
less, as changes would be dominated by geometric o sets rather than physical alterations.
While achieving sub-pixel coregistration is notoriously di cult|particularly in heteroge-
neous sensing where sensor geometries di er|this thesis assumes that the input data has
been pre-processed to a high degree of alignment. Consequently, the development of novel

registration algorithms, while critical, falls outside the scope of this work.

Within this bounded scope, speci ¢ experimental constraints are applied. For instance,
the heterogeneous CD experiments pair the translated imagery with a deliberately sim-
ple detector to highlight the value of alignment. Likewise, the WR-SAR CNNs focus
speci cally on concealed-target scenarios. Broader limitations related to data availability,
computational cost, sensitivity to hyperparameters, and cross-sensor generalisation are

discussed in each chapter and revisited in the conclusion.

1.6 Thesis Organization

The remainder of the document is organised as follows:

Chapter 2 summarises the theoretical background on SAR, optical sensing, deep learn-

ing, pruning, and entropy necessary to follow the proposed methods.

Chapter 3 investigates CNN-based change detection for WR-SAR stacks, detailing ar-

chitectures, training procedures, and operational trade-o s associated with RQ1.

Chapter 4 presents the entropy-based hypothesis-testing framework for WR-SAR stacks,

addressing RQ2 with analytical derivations and empirical validation.

Chapter 5 introduces the di usion-driven optical translation pipeline and its application

to heterogeneous CD, providing answers to RQ3.

Chapter 6 synthesises ndings, discusses limitations, and outlines potential future re-

search directions.

The progression from supervised CNN methods to information-theoretic detectors and
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nally to di usion-driven translation highlights how complementary modelling perspec-

tives can be combined to advance remote-sensing change detection.
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2 Theoretical Background

his chapter gathers the concepts that underpin the three methodological strands
T developed in the thesis. Section 2.1 revisits sensing modalities and acquisition
geometries that frame the WR-SAR and optical scenarios explored in Chapters 3{5. Sec-
tion 2.2 (introduced below) follows with the deep learning components that support the
proposed CNN-based detectors. The later sections on model compression and entropy in-
troduce the analytical tools used in Chapters 3 and 4. The emphasis is on the ingredients
that shaped the design choices discussed later; readers seeking broader surveys can turn

to the cited references.

2.1 Remote-Sensing Imagery

Remote sensing keeps watch over the Earth's surface and atmosphere for tasks as varied
as environmental surveillance, disaster response, and agricultural planning (RICHARDS,
2019). The modalities highlighted here are the ones that anchor the research questions
tackled later. Active sensors such as SAR emit microwave pulses, collect the echoes,
and keep working regardless of weather or daylight|a capability that is crucial for the
wavelength-resolution stacks analysed in the WR-SAR chapters (MOREIRA et al., 2013).
Passive optical sensors, in contrast, record re ected sunlight and/or infrared radiation and
characterise material properties through multispectral or hyperspectral bands (CHAME
et al., 2021; MATHER, 2010). Appreciating how these modalities di er in geometry, cali-
bration, and noise is key to the tailored change-detection strategies developed later in the

thesis.
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2.1.1 Sensor Taxonomy and Context

Remote-sensing systems fall into two broad families: active sensors, e.g., synthetic-
aperture radar (SAR), and passive sensors, such as multispectral or hyperspectral optical
sensors. On one hand, active microwave sensors transmit their own signal and coherently
record the back-scattered wave eld, which allows for all-weather, day{night imaging. On
the other hand, passive optical sensors measure re ected solar radiance. After calibration
and atmospheric correction, this is converted to unit-less re ectance values that are, ide-
ally, independent of illumination. The overall characteristics of SAR and optical sensors

are described below.

2.1.2 Synthetic-Aperture Radar (SAR)
2.1.2.1 Synthetic Aperture

A real antenna of physical length L, ying at altitude h delivers an instantaneous
(i.e. unfocused) azimuth resolution aes R o=Lant, With the radar wavelength and
R, the slant range at closest approach. Becausgl R ( for spaceborne systems, &a
would be on the order of kilometres. SAR overcomes this by coherently integrating the
echo from the same ground patch over an integration time,{ while the platform moves

forward at speed v. The platform thus synthesises an e ective antenna of length
I—synth =VTin ;
often hundreds of metres long, yielding a focused azimuth resolution

a= %Lant ; (21)

which remarkably depends only on the physical antenna length, not on slant range or
wavelength (CUMMING; WONG, 2005; CARRARA et al., 1995). This resolution can reach

the sub-metre magnitude for X-band systems.
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2.1.2.2 Side-Looking Geometry

Consider a platform moving in the x-direction (azimuth) with constant velocity v; the
ground range direction is y. For a point target at ground range Rand azimuth time

t = 0 at closest approach, the instantaneous slant range is

q__
R()= RZ+v2t? (2.2)

where Ry = P h2+ R is the closest slant range. Figure 2.1 illustrates this scenario.

h Sensor altitude above mean sea level.

Ry Ground (horizontal) distance to target from nadir track.
t Azimuth (slow-time) variable; t = O at closest approach.
v Platform velocity (constant for straight ight).

Co Speed of light in vacuum (299 792 458 nts).

SAR sensors are inherently side-looking, meaning the radar beam is steered o -nadir at
a xed incidence angle so that the closest slant range )Rremains strictly positive. This
geometry ensures a one-to-one mapping between echo travel time and ground range and
generates a Doppler-frequency gradient across the scene, both of which are essential for
synthetic-aperture focusing. If R = 0 (nadir-looking), echoes from di erent along-track
positions arrive simultaneously, collapsing the Doppler spectrum and eliminating azimuth
resolution, while strong specular and sidelobe returns create a blind-zone that can saturate
the receiver. Keeping B > 0, SAR preserves a monotonic range-time relationship, encodes
along-track position in Doppler shifts, and avoids nadir-zone interference, which renders

the matched- Iter processing possible, yielding ne azimuth resolution.

2.1.2.3 Fundamental Resolutions

Range. A linear-FM (chirp) pulse of bandwidth B compressed by a matched lter yields

r= ——; (2.3)
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FIGURE 2.1 { SAR slant-range geometry (simpli ed): the sensor aboard a moving platform transmits
pulses and records echoes at slant range R(t), synthesizing a large aperture along its ight track.

where r is the ground-range resolution after slant-to-ground projection.

Azimuth. After synthesising the aperture over T, the two-way Doppler bandwidth is
Bp = 2v=, leading to the focused azimuth resolution in (2.1). Typical numerical values

for a spaceborne X-band mission are  0:031m; lyy =10m) a 5m.

2.1.2.4 Matched-Filter Image Formation

Raw phase-history data record the convolution of the scene re ectivity with (i) the
transmitted pulse in range and (ii) the Doppler chirp due to motion in azimuth. Two-

dimensional matched Itering, most e ciently implemented via FFTs, focuses the data:

Sout(frifa) =S(f r;fa)H, (fr)Ha(fa); (2.4)

where f, and f, are the range and azimuth spatial-frequency variables, anddenotes
complex conjugation. For wide swaths, large squint angles, or non-linear trajectories,
frequency-domain approximations (range{Doppler, !-k, chirp-scaling) break down and

time-domain back-projection is preferred (MOREIRA et al., 2013; CRUZ et al., 2022).
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2.1.2.5 Imaging Modes

SAR systems provide di erent imaging modes that trade spatial resolution for swath
width, enabling operational exibility. The standard Stripmap mode uses a xed-pointing
antenna to image a long, continuous strip with consistent resolution. To achieve ner az-
imuth resolution, Spotlight mode electronically steers the antenna beam to illuminate a
speci c area for a longer duration, e ectively increasing the synthetic aperture length
at the cost of limited scene size. Conversely, ScanSAR and its advanced variant, Ter-
rain Observation with Progressive Scans (TOPS), achieve very wide swaths by cyclically
switching the beam between several adjacent range sub-swaths. This broad coverage is

obtained by sacri cing azimuth resolution, as each target is observed for a shorter time.

TABLE 2.1 { Principal SAR modes and their coverage{resolution trade-o s.

Mode Azimuth resolution Relative swath
Strip-map a of (2.1) Baseline
Spotlight < a (beam steered) Narrow

ScanSAR/TOPS  a (burst imaging) Wide

2.1.2.6 Notation Summary

Radar wavelength ( = c o=f.).
f. Carrier frequency of the transmitted chirp.
B Pulse bandwidth (linear-FM).
L.t Physical antenna length along ight direction.
Tine Azimuth integration time for a given target.
Lsynn Synthesised aperture = vi;.

Bp Doppler bandwidth = 2v=".

2.1.3 Optical Imaging Systems

Unlike active sensors like SAR that provide their own illumination, optical imaging

systems are passive, relying on re ected or emitted radiation to measure the spectral
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properties of the Earth's surface. These sensors use a system of lenses and detectors to
capture electromagnetic radiation, typically in the visible, near-infrared, and shortwave-
infrared regions. The captured energy is recorded as a digital number (DN), which must
undergo rigorous radiometric and atmospheric correction to be converted into physically
meaningful units, e.g., surface re ectance. The design and number of spectral bands
determine the sensor's application, distinguishing between broadband multispectral and

hyperspectral imagers.

2.1.3.1 Radiometric Calibration Chain

Raw digital numbers (DN) are converted to top-of-atmosphere (TOA) radiance Lvia
L =M DN+A ; (2.5)

where M and A are the multiplicative and additive calibration coe cients supplied in

the scene metadata (KNUDBY, 2021).

2.1.3.2 Re ectance and BRDF Concepts

lllumination-normalised TOA re ectance is given by

L o
TOA = E. (2-6)

. COS s’

with Sun{Earth distance d (AU), exo-atmospheric irradiance E and solar zenith s.
A perfectly Lambertian surface exhibits a constant bidirectional re ectance-distribution

function (BRDF) (SHORT, 1982).

2.1.3.3 Multispectral vs. Hyperspectral

Optical imagers are commonly push-broom scanners; their spectral granularity ranges
from the few broad bands of Sentinel-2 MSI to the hundreds of contiguous bands typical
of hyperspectral sensors. A comprehensive review of hyperspectral imaging physics and

instrumentation is provided by Lu and Fei (LU; FEI, 2014).
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2.2 Deep Learning for Remote Sensing Imagery Analysis

Deep learning has revolutionized the analysis of remote sensing imagery by providing
powerful, data-driven models capable of learning hierarchical representations directly from
raw pixel data. Unlike classical methods that rely on handcrafted features, deep neural
networks can automatically extract complex spatial, spectral, and temporal patterns in-
herent to SAR and optical sensors. This end-to-end learning process leads to improved
adaptability to diverse imaging conditions (e.g., varying illumination, speckle noise, sen-
sor modalities) and has demonstrated state-of-the-art performance in tasks such as land-
cover classi cation, change detection, and object extraction from very high-resolution
data (CAMPOS et al., 2020; VINHOLI et al., 2020; VINHOLI et al., 2022; ISMAEL et al., 2023,
TASAR et al., 2020; ZHANG et al., 2022; ZHANG et al., 2023; SOKOLOV et al., 2023; LI et al.,
2021; XIAO et al.,, 2023; XIAO et al.,, 2024; MIN et al., 2024; HAUT et al., 2018). The main
fundamental deep learning techniques and components used in the research presented in

this document are discussed in higher detail below.

2.2.1 Convolutional Neural Networks

Convolutional neural networks (CNN) are networks designed to process data that can
be viewed in a grid-like topology, e.g. photographic images, videos, medical exams, etc.
They have been successful in numerous applications such as handwritten digit recogni-
tion (LECUN et al., 1998), object classi cation in images (GOODFELLOW et al., 2016), and
semantic segmentation in medical imaging (GOODFELLOW et al., 2016), as well as in mul-
tiple remote sensing applications (CAMPOS et al., 2020; VINHOLI et al., 2020; VINHOLI et
al., 2022:; ISMAEL et al.,, 2023; TASAR et al.,, 2020; ZHANG et al., 2022; ZHANG et al., 2023;
SOKOLOV et al., 2023; LI et al., 2021; XIAO et al., 2023; XIAO et al., 2024; MIN et al.,, 2024;

HAUT et al., 2018).

Mathematical De nition CNNs are characterized by the convolution operation, also
heavily used in classic image and signal processing algorithms. The fundamental mathe-
matical de nition of a convolution between two signals x(t) and w(t) is:

Z 1
s(t) = (x w)() = x()w(t )d:

1
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In a CNN, x(t) is denoted as the input and w(t) as the kernel. This de nition is not
immediately useful in the context of neural networks since we deal with discrete values.
Thus, a discrete-based de nition can be conceived, considering x and w as uni-dimensional
tensors:

X
s[n] = (x w)[n] = X[K]w[n K]:
k=N

When we work with bidimensional data, such as 2D images, the de nition can be
expanded:

o)
SE) =0 K)(E)) = I(i +m;j +n)K(m;n):

m=M n=N
where | is the input 2D image, and K is the learnable convolution kernel operator.

Intuitively, this process can be thought of as a sliding-window-like multiplication of
the kernel by areas of the input, where at each position the kernel weights are multiplied
element-wise with the corresponding input patch and summed to produce the output
activation. This operation enables the network to learn localized feature detectors such
as edges, textures, and complex shapes regardless of their position in the input. An
illustration of the discrete convolution operation over a 2D image is presented in Figure
2.2. In a CNN, the elements|weights|of kernel K are learned during the training
process, so that they end up extracting useful features of the input image that contribute

to reaching the desired output, e.g. semantic segmentation of objects in I.

Non-Linearity and Activation Functions A linear sequence of convolution layers behaves
mathematically as a single linear operation, limiting the network's capacity to model
complex data. To introduce non-linearity, an activation function () is applied element-
wise to the output of each convolution. Common choices include the Recti ed Linear
Unit (ReLU(x) = max(0;x)) and its variants, which allow the network to approximate

arbitrary non-linear functions.

Learning through Loss Minimization The core objective of training a CNN is to nd
the optimal values for its learnable parameters|primarily the kernel weights K|so that

its predictions closely match the ground-truth targets. This is framed as an optimization
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FIGURE 2.2 { 2D convolution of input image | with kernel K: the overlapping patch X is multiplied
element-wise and summed () to produce the output activation S(i; ).

problem guided by a loss function, L, which quanti es the discrepancy between the net-
work's prediction and the true label, mapping the prediction error to a single scalar value.

The goal of the training process is to minimize this value.

The learning process is iterative and guided by the gradient of the loss function. For

each batch of training data, the cycle consists of:

1. Forward Pass: The input data is passed through the network's layers, and the

current kernels are applied to produce an output prediction.

2. Loss Calculation: The prediction is compared to the ground-truth label using the

loss function L to compute the error.

3. Backward Pass (Backpropagation): The gradient of the loss with respect to every
network parameter (r ¢ L) is computed. This gradient acts as a compass, indicating

the direction of the steepest increase in the loss.

4. Parameter Update: To minimize the loss, the parameters are adjusted slightly in

the direction opposite to the gradient.

This cycle of forward pass, loss computation, and backward gradient propagation followed
by a parameter update is repeated thousands of times, gradually steering the network's

weights towards a con guration that minimizes the overall loss.
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Gradient Computation and Parameter Updates The backward pass is where the gradi-
ents are calculated. Let L be the scalar loss, 12RY the input feature map, K 2R*¥

a learnable kernel, and S =1 K the pre-activation output of the convolution. During
back-propagation we rst obtain the error signal = @L=@S from higher layers. Using
the chain rule, the gradient w.r.t. each kernel element is the cross-correlation of with

the corresponding input patch:

@L X

W]: [i;j11[i + m; j +n]:

i
In matrix form this is a convolution with the input acting as the kernel and a 180°-rotated
as the signal, enabling the use of the same highly-optimised convolution routines as in

the forward pass.

The gradient w.r.t. the input (needed when back-propagating to lower layers) is given

by
@L _
@l
where K’ is the kernel rotated by 180°.

K "
Finally, parameters are updated|e.g. with stochastic gradient descent (SGD) or adap-

tive methods like Adam (KINGMA; BA, 2015)|via

(1) — t) @I— .
K K Tk

where is the learning rate. These derivatives form the backbone of modern automatic-

di erentiation libraries, allowing CNNs to be trained end-to-end.

Why CNNs are Useful The motivations for using CNNs are linked to parameter shar-
ing, positional biases between input and output (e.g. semantic segmentation outputs are
spatially linked to their input), and equivariant representations under translation. Pa-
rameter sharing allows the same kernel parameters to be applied at every spatial location,
drastically reducing the number of parameters compared to fully connected layers. Equiv-
ariance ensures that translating the input results in a correspondingly translated feature

map, preserving spatial relationships.

Also, they possess sparse connectivity, which, di erently from traditional neural net-
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works, do not connect every input to every output. Instead, connections are localized to
the receptive eld de ned by the kernel size, producing sparse interactions that improve

computational and statistical e ciency.

Pooling Beyond convolution layers, CNNs also rely on pooling, which consists of down-
sampling intermediate activations to help the network learn high-level features. Pooling
summarizes activations over regions of the input, providing a larger e ective receptive
eld and translation invariance. The most used pooling operations are max pooling and

average pooling.

Max pooling selects the maximum activation within each non-overlapping window R
of the input feature map:

Average pooling computes the mean activation over the window:

1 X
e J.?j(m;n)ZR Trmi

2.2.2 Denoising Di usion Models

Denoising di usion models (DDMSs) represent a signi cant leap forward in generative
modeling, addressing many of the limitations seen in earlier generative methods such
as Variational Autoencoders (VAES) (KINGMA; WELLING, 2014), Generative Adversarial
Networks (GANS) (GOODFELLOW et al., 2014), and normalizing ows (REZENDE; MO-
HAMED, 2015). VAEs often yield overly smooth or blurry samples due to their latent-
variable constraints, while GANs can su er from training instability, mode collapse, and
di culties in balancing generator and discriminator objectives. Normalizing ows must
maintain invertibility at each transformation step, which can restrict expressiveness and
make modeling highly complex distributions challenging. DDMs, rst introduced by Sohl-
Dickstein et al. (SOHL-DICKSTEIN et al., 2015) and subsequently re ned by Ho et al. (HO
et al., 2020), avoid these pitfalls by rede ning sample generation as an iterative denoising

process that inverts a forward "di usion” of noise into data.

In a DDM, noise is gradually added to training data via a Markov chain, which trans-
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forms samples into nearly pure noise after enough steps. The core insight is that a neural
network can learn to reverse this process, removing small amounts of noise at each step
to recover an increasingly detailed image. This step-by-step denoising not only produces
high- delity samples with fewer artifacts but also improves training stability through the
use of well-de ned likelihoods and mean squared error{based losses. Equally important,
this di usion-based framework leads to innovations such as Denoising Di usion Implicit
Models (DDIM) (SONG et al., 2022), which signi cantly reduce sampling time by skipping
certain di usion steps, and classi er-free guidance (HO; SALIMANS, 2022), which increases
the in uence of conditional information without needing a separate classi er. As a result,
modern DDMs are highly exible, capable of conditional or unconditional generation,
and exhibit robustness, diversity, and controllability that consistently outperform their
generative predecessors regarding both visual quality and alignment with target distribu-
tions. These attributes have made DDMs the basis of state-of-the-art image generation
algorithms, with ongoing studies (LUO, 2022; DARAS et al., 2023; HANG et al., 2023) con-

tinuously re ning their e ciency and reliability for a broad range of generative tasks.

The following sections describe mathematically the two key phases of the di usion
process. First, we introduce the forward di usion, where Gaussian noise is incrementally
added to data through a Markov chain, transforming clear samples into nearly pure noise.
This probabilistic framework characterizes the noise corruption mechanism that stands in
contrast to the limitations of earlier methods. Next, the reverse di usion process is de ned,
in which a neural network is trained to iteratively remove noise, thus reconstructing high-
guality images. This formulation displays the stability and controllability inherent to
DDMs and how innovations such as DDIM and classi er-free guidance integrate into the
model. The mathematical de nitions that follow provide the theoretical foundation that

justi es the superior performance of denoising di usion models in image generation.

Conditional Denoising Di usion Probabilistic Models

Forward Diusion Lety o be a data matrix sampled from q(y). The forward di usion

process takes place by progressively adding Gaussian noise §o it is a Markov chain
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with T transitions, or steps, described by the following conditional probability functions:

v
alywutiyo) = ayijye1 ) (2.7)
t=1
vy ) =N (P Ty @ . (2.8)
It can be marginalized for each step as:
Z
alydyo) == d(ywutyo) dy 1:¢1) (2.9)
=N (P ya@ o (2.10)
where 2 (0;1) is the noise schedule parameter at time t, and; = =; . Figure 2.3

depicts the forward di usion process over an image.

FIGURE 2.3 { Forward di usion process: starting from clean data y ¢, Gaussian noise is added step by
step to reach yr.

Reverse Diusion Applying Bayes', the posterior probability q(y:1 jyo;y:) can be ex-
pressed as (LUO, 2022):

adler Yosy) =N( o o (2.12)
= Paa et (2.12)
RS ) 013

This means that it is possible to draw a sample from a previous di usion step t 1 if
y: and yp are known. Since the denoised datagyis not known|as it is exactly what
we want to retrieve at the end of the process|a neural network ; can learn to predict

an approximation of yo, ¥, given y; and . In the context of conditional models, a
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conditional input x is also fed to the neural network.

From Eqg. 2.10,

_ p
Yi = P Yo+t 1 ¢ (2.14)
where  N(O; ). (2.15)
Thus, y, can be parametrized as a linear combination between gnd :

1 p
Yo= p—= VYt 1 ¢ . (2.16)
t

This parametrization is useful since Ho et al. (HO et al., 2020) veri ed experimentally
that higher quality approximations of y, are obtained if the neural network is trained to
instead predict ¢, i.e., (Yt; ¢;X) = . This prediction can be plugged into Eq. 2.16

to obtain ¥,. Finally, with y ; and ¥, an approximation of y;; is obtained by sampling
from Eqg. 2.11. Combining Egs. 2.11 and 2.16, such sampling procedure can be expressed

as:

1 1
Vi1 = p— Vi Pit iVt %)

t 1 t
S
. @ a0, 2.17)
1
where z N (0O; 1) (2.18)
and 2 [0;1]. (2.19)

By repeating the reverse sampling until t = 1, a higher quality § can be obtained. Figure
2.4 illustrates how reverse di usion reveals, step by step, what lies behind the initial noisy

image yr.

Training Objective As discussed, the neural network should be trained to predict;.
Typically, the Mean Squared Error (MSE) serves as the default loss function (HO et al.,
2020). However, it is highly sensitive to outliers, which can negatively a ect the loss. To
mitigate this, Huber Loss can be used, as it operates like MSE loss for regular data but

switches to L1 loss for outliers.
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FIGURE 2.4 { Reverse di usion process: starting from pure noise y, the model removes noise step by
step (indicated by the arrows) to reach yr; and ultimately recover the clean image V.

Let 2R .. be the thresholding parameter. The training objective for at timestep

tis de ned as:

L (Y X)) o)=

8
i%( (Ve 65X )? forj «(yo uX) (2.20)
0 (Yo x) t] %) otherwise.
Finally, L is attened and averaged to obtain a single loss value:
L 1 2.21
"N y (2.21)

i=1

where " is the i-th element in the attened L vector and N is the number of elements

inL .

2.2.3 Denoising Di usion Implicit Models

Song et al. (SONG et al., 2022) proposed Denoising Di usion Implicit Models (DDIM).
It consists of jumping steps in the reverse di usion process to save computing resources
while maintaining acceptable sampling quality. They observed that, when reducing the
number of steps, setting = 0in Eqg. 2.19 yielded higher quality samples. This renders the
reverse di usion process deterministic, i.e., given xed inputs, the output of the reverse

di usion is always the same. DDIM rede nes the noise scheduling sequence by selecting
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a subset of the T de ned timesteps. In Chapter 5, we follow a linear selection procedure,
which consists of selecting equally-spaced points of . Such spacing between points is
de ned by the total number of desired sampling steps 8P | which is a divisor of the

original sampling steps T. Thus, the new noise schedule sequenE&™ is de ned as

oM =, 80 t<T PPM (2.22)

DDIM
where a =

(2.23)

2.2.4 Classi er-Free Guidance

Classi er-free guidance is an approach that enhances the controllability of conditional
di usion models. Introduced in (HO; SALIMANS, 2022), it allows driving the reverse dif-
fusion process towards desired data characteristics using input conditional data, as con-
ditional di usion models tend to ignore the conditioning input and produce samples that
disregard the condition. The key idea is to train the model in a way that it can operate
in two modes: one with guidance|conditioned on some input dataland one without|
unconditioned. This is achieved by randomly dropping the conditioning input during
training, which encourages the model to learn an internal representation that can be

manipulated at sampling time to control the generation.

During training, x is dropped with probability p, e ectively setting x = ?, where
? 2 R is a prede ned value that represents a no-condition state. At sampling time, a
guidance scale ! is introduced to amplify or diminish the in uence of x by modifying the

noise prediction (y¢; ;X) = “\:

~ =@+ (Yo ox) ! (Yo o 0). (2.24)

The modi ed noise matrix replaces (y; ¢;Xx) in Eq. 2.19.

2.2.5 Consistent Di usion Models

The concept of Consistent Di usion Models (DARAS et al., 2023) addresses the challenge

of sampling drift in denoising di usion models. It focuses on enforcing a consistency
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property on the model during training. This approach comes from the observation that if
is xed, the model should produce similar|consistent|predictions for similar di usion
timesteps. Following this line of thought, such consistency can be enforced by adding an

additional loss term to the training loss.

Let t and t° be diusion timesteps such that jt t § < " consist.  The timestep € is
uniformly sampled from the interval [t " .onsist; t]. Following the line of thought of (DARAS

et al., 2023), the following loss term is summed to the di usion loss:

L consist = consistL- (90;6 9010) (2-25)

where L is the chosen diusion loss functiony: and ¥y are the estimations of y
at di usion steps t and t° respectively. For a single training step, gnsist timesteps are
sampled from [t " consist; t] @and thus neonsist cONsistent loss terms are added to the di usion

loss.

2.2.6 Min-SNR Weighting Strategy

The Min-SNR Weighting Strategy (HANG et al., 2023) tackles the issue of slow training
convergence in denoising di usion models caused by con icting optimization directions
across di erent timesteps. To harmonize these trajectories and accelerate convergence,
a clamped signal-to-noise ratio (SNR) is used to adaptively assign loss weights to each
timestep. This method e ectively suppresses the gradient conicts among timesteps,

leading to a more e cient training process.

Let t be a di usion timestep whose associated noise schedule value jsand gnr 2
R++ be aclamping parameter. For the denoising di usion objective, the Min-SNR weight-

ing strategy de nes the loss weight for timestep t as:

_ . SNR ,
W; = min SNR 1 (2.26)
where SNR = L (2.27)
t

This weighting scheme ensures that the model does not focus excessively on training

samples with low noise values, which results in a signi cant convergence speedup, as



CHAPTER 2. THEORETICAL BACKGROUND 47

observed in the experiments presented in (HANG et al.,, 2023). The calculated weights are

multiplied by loss values for each sample in a training batch.

2.3 E cient Model Compression: Pruning

To keep the di usion-driven translation models of Chapter 5 tractable without sacri c-
ing delity, we rely on parameter pruning. Pruning removes redundant parameters from
an over-parameterized network, potentially reducing both memory footprint and inference
latency while maintaining accuracy within acceptable bounds (LECUN et al.,, 1989; HAS-
SIBI; STORK, 1992; HAN et al.,, 2016; BLALOCK et al., 2020). A typical pipeline alternates
pruning and ne-tuning (i.e., retraining the remaining parameters with a low learning rate
to recover performance), gradually sculpting a sparse sub-network that is easier to deploy

on resource-constrained hardware.

2.3.1 Unstructured vs. Structured Pruning

Unstructured ( ne-grained) pruning eliminates individual weights based on criteria
such as magnitude or importance score. This approach can achieve very high compression

ratios, but requires specialised sparse kernels or hardware to realise speed-ups.

Structured (coarse-grained) pruning removes entire lters, channels, blocks, or even
layers. Although it tends to be more conservative in parameter reduction, structured
pruning produces thinner dense tensors that integrate seamlessly with standard dense

operators on CPUs, GPUs, and accelerators.

2.3.2 Magnitude-Based Unstructured Iterative Pruning

A widely used baseline proceeds in T rounds:
1) compute the mask

8
21 wlj> o

M ,(? = N with @ chosen so that p% of weights are zeroed:;
- 0; otherwise
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2) apply W9

pruned

=M ® W (t)1

3) ne-tune the remaining weights to recover accuracy.

After T cycles the surviving 'lottery ticket" sub-network often matches the original
performance at potentially smaller cost, with commonly higher generalization capabilities

across datasets (FRANKLE; CARBIN, 2019).

2.3.3 Pruning Example: Toy Weight Matrix

Suppose a small neural network layer has the weight matrix

2 3
0:20 0:10 0:05 0:90

W=§O:01 0:03 0:80 O:SOZZ
0:70 0:02 0:02 0:30

If we prune the lowest-magnitude 25% of weights, the threshold is = 0:03, yielding mask

2 3 2 3
111 0:20 0:10 0:05 0:90
M= EO 0 1 5 W pruned = W M= E 0 0 0:80 0:50% :
1101 0:70 0:02 0 0:30

Fine-tuning Wyuned then restores task performance while retaining 25% sparsity.

2.3.4 Gradient- and Saliency-Based Criteria
More sophisticated schemes score each weight w by its estimated impact on the loss:
8
2

>

3 Hww W% (Optimal Brain Surgeon)

Gw ; (Taylor- rst order)

where H,., is the Hessian diagonal. Weights with the smallest L are pruned, often

yielding better accuracy retention at high sparsity compared to magnitude alone.
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2.3.5 One-Shot vs. Gradual Schemes

One-shot pruning applies a single large drop, then ne-tunes; it is simple but can cause
severe accuracy collapse. Gradual schedules remove small fractions per round, interleaving
ne-tuning to let the network adapt, which consistently stabilizes performance-especially

for structured pruning.

2.4 Entropy Measures and Hypothesis Testing

Chapter 4 leverages entropy statistics to answer RQ2; this section summarises the
theoretical tools behind that methodology. Change detection in satellite imagery such as
in Synthetic Aperture Radar (SAR) and optical data relies on identifying where and when
the statistical properties of the scene evolve. Since images can contain complex textures,
noise, and speckle, simple pixel-wise di erencing often fails to capture subtle structural
or textural alterations. Information theory o ers objective measures of variability, with
entropy serving as a concise summary of the uncertainty or spread in pixel-value distri-

butions.

Entropy quanti es how much 'information" or unpredictability is contained in a dis-
tribution. Broader or multi-modal distributions yield higher entropy, while concentrated
or deterministic signals yield lower entropy. In the context of SAR and optical image
analysis, shifts in surface characteristics (e.g., vegetation growth, urban expansion, ood-
ing) induce changes in the backscatter or re ectance patterns. By computing entropy over
local patches or entire images, a sensitive statistic for detecting these structural changes is
revealed, which can then be used to guide or validate deep learning models and hypothesis

tests.

Next, the use of entropy in detecting changes among SAR magnitude images is brie y
discussed. The focus is on describing a statistic obtained from entropy, with which it is

possible to conduct hypothesis testing.
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2.4.1 Entropy as a Stochastic Measure of Uncertainty

Let X be an RV with a probability distribution given by f x (x 2 X; ), where 2
is the length-p vector of deterministic distribution parameters, R P is the space of all
possible length-p parameter vectors, and X is the support of X. Let either :[0;1)!R
be a concave function and h : R ! R an ascending function or : (1;0]! R be a
convex function and h : R ! R a descending function. In (PARDO et al., 1997), Salicu
et al. developed a general framework for entropy with (h; )-entropy classes. Under this
framework, a general de nition of di erential entropy is given by

Z
H"()=h fx(x;) dx : (2.28)

X
In particular, the Shannon di erential entropy of X is given by (2.28) when h(z) = z,
(z) = zIn(z) and X is the set of real numbers, resulting in

Zl
H() = fx (X )In fx(x;) dx (2.29)
1

Let "“be the MLE estimate of , i.e.,

A X
= arg max Infyx(Xi; ):
i=1

From (PARDO et al., 1997), the di erence in entropy H(? H() converges in distri-

bution to a Gaussian distribution. Speci cally,
1 RI . 2.
i~ H(Y H() !'N@©; 3) (2.30)

where 2 = TI() ! is the variance of the entropy. The vector = @H()=@ is

the gradient of the entropy with respect to , and I() is the Fisher Information Matrix,

@Infx(x;) .

I()=E «x @2
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2.4.2 Entropy-Based Hypothesis Testing

Let there be n di erent images with corresponding entropy measurements. For simplic-
ity, in what follows, let H; denote the entropy of the i-th image. The null and alternative

hypotheses are

Ho:Hi=H>= =H p; (2.31)
Hi.:H; 6= H for some i6=j; i;j 2fl;:::;ngQ: (2.32)
Under Hyg, deningH; = =H , =H, Salicu et al. show
X H. H 2
N, — 1°2 (2.33)

i=1 Hi
where N is the sample size for image i (after masking, thresholding, etc.). Since H is
unknown, the sample mean

ﬁ: Hi (234)

X0 H. H)?
Ni%l >z (2.35)

%
T
I
e

e, N— (2.36)

2.5 Conclusion

This chapter therefore provides the ingredients developed in the remainder of the
thesis. The remote sensing models and de nitions introduced in Section 2.1, together
with the deep-learning discussion motivate the segmentation{classi cation pipelines and
the di usion translator detailed in Chapters 3, 4 and 5. Finally, the entropy formalism

and hypothesis-testing tools derived above are operationalised in Chapter 4 to obtain
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a label-free detector whose assumptions are consistent with the statistical background
presented here. With these links established, the subsequent chapters focus on how each
methodological strand leverages this foundation to control false alarms under di erent

sensing con gurations.
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3 CNN-Based Change Detection Using
Stacks of Wavelength-Resolution SAR
Images for the Detection of Concealed

Military Vehicles

hapter 2 reviewed the sensing characteristics of wavelength-resolution (WR) UWB
C VHF SAR and summarised the operational context in which the CARABAS-II
dataset is acquired. Building on that foundation, this chapter investigates how supervised
change detection algorithms can better exploit WR-SAR stacks to uncover concealed

military vehicles while keeping false alarms under control.

Traditional WR-SAR detectors often rely on a single di erence image derived from co-
registered reference and monitored passes (ULANDER et al., 2005; LUNDBERG et al., 2006;
GOMES et al.,, 2019; MOLIN et al., 2019; CAMPOS et al., 2020; VU, 2017; ALVES et al., 2020).
While e ective to a degree, these pairwise formulations underuse the stack redundancy
and struggle to separate subtle target signatures from residual clutter. Recent CNN-based
schemes demonstrate the value of supervised learning for WR-SAR imagery (CAMPOS et
al., 2020; JIA et al., 2016), but prior work typically processes image pairs and therefore

inherits the same limitations.

Here we revisit the CARABAS-II stacks and design two convolutional pipelines that
ingest multiple passes simultaneously. The key premise is that supervised learning, when
exposed to richer temporal context, can learn to suppress clutter-induced false alarms

without sacri cing detection probability.
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The proposed CDAs search for positive changes in the monitored (surveillance) image
and can be summarized into four stages: (i) di erence image formation; (i) semantic
segmentation; (iii) clustering; and (iv) classi cation of changes. The CNN-GSP uses a
ground scene prediction image, produced by fusing a WR-SAR stack into a single image,
as a reference for change detection, which is then fed to the CDA presented in (VINHOLI
et al., 2020). On the other hand, the CNN-MDI algorithm uses the images contained in
a WR-SAR data stack as references to generate multiple di erence images with identical
monitored images (the new acquisition to be analysed). These Dls are then concurrently

analyzed by a CNN-based model to locate relevant changes.

Tests executed with CARABAS-II data suggest that the proposed algorithms can
outperform other state-of-the-art CDAs for WR-SAR images. Also, the algorithms out-
performed the best performing CNN-based CDA for pairs of WR-SAR images, showing
that the additional information provided by stacks of WR-SAR images enabled the con-
volutional neural networks to distinguish false alarms from real changes better. In a
direct comparison between the two proposed CDAs, the CNN-MDI yielded higher perfor-
mance indicators. However, the CNN-GSP is less numerically intensive, considering that

it requires fewer neural network evaluations per prediction.

This chapter answers RQ1 by quantifying the bene ts of incorporating WR-SAR stacks
into supervised CDAs. Section 3.3 details the dual-pipeline methodology, Section 3.4
reports the experimental protocol and quantitative results, and Section 3.7 discusses the

assumptions underlying transfer to new operational scenarios.

3.1 The CARABAS-II Data Set

The CARABAS-II is an advanced UWB VHF SAR system designed speci cally for
foliage penetration and target detection, as detailed in (LUNDBERG et al., 2006). The
radar system transmits HH-polarized radio waves within a frequency range of 20 90
MHz, or wavelengths between 3.3m and 15m. This allows the radar signals to penetrate
dense foliage e ectively and uncover concealed objects (ULANDER et al., 2005). In scenarios
using full signal bandwidth and an azimuth integration angle of around 70°, the slant range

resolution cell is 2:5 m 2:5 m, which o ers a suitable resolution for target detection and
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recognition.

The CARABAS-II system is particularly adept at discovering hidden targets, as low-
frequency SAR systems can e ectively penetrate foliage and di erentiate large man-made
objects like vehicles from natural clutter. At the low VHF-band, the transmitted energy
through the forest canopy causes most radar backscatter to originate from large scatterers
such as tree trunks, boulders, houses, and other man-made objects. Consequently, larger
vehicles generate high levels of backscatter, appearing as bright objects in a SAR image

(LUNDBERG et al., 2006).

As the objects dominating the clutter are typically large and stationary, their radar
signatures remain stable across di erent image acquisitions. This allows for the combi-
nation of SAR images from various ight passes to signi cantly suppress clutter. Change
detection on VHF-band SAR images has demonstrated e ective performance in iden-
tifying targets concealed beneath trees (LUNDBERG et al., 2006). Although the native
resolution cells are 2:5 m, the released CARABAS-II rasters are interpolated onto a 1 m
ground-sampling grid; all experiments in this thesis operate on that resampled spacing so

that stacks can be compared pixel by pixel.

The publicly accessible data set (LUNDBERG et al., 2006) consists of 24 incoherent im-
ages collected during a eld experiment conducted in northern Sweden. These images
have been calibrated and are in slant geometry. Each image contains 25 military vehicles
camou aged by vegetation, and the images are divided into four separate target deploy-
ments referred to as missions, as illustrated in Fig. 3.1. Each deployment was gathered
from six distinct passes, or airborne SAR acquisitions, with a total of three di erent ight
geometry angles: 135°, 225°, and 230° (LUNDBERG et al., 2006; ULANDER et al., 2005).
Two passes were recorded for each of the three ight geometry angles, resulting in six
passes per mission. The variety of ight passes and geometry angles permits a compre-
hensive evaluation of an algorithm's performance under various conditions. The missions
are labeled with indices in the set 2; 3; 4; 5, maintaining consistency with the CARABAS

Il literature.

To sum up, the CARABAS-II data set o ers a valuable resource for researchers work-
ing on change detection algorithms. It presents a diverse array of target deployments,

ight geometries, and challenging conditions involving targets concealed within dense
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vegetation.

The task of detecting military vehicles concealed under foliage is crucial for society, as
it greatly impacts global security and military intelligence. Developing accurate change
detection algorithms based on the CARABAS-II data set could signi cantly enhance the
ability to detect and track hidden military assets, potentially preventing con icts and
improving overall safety. By advancing this technology, researchers contribute to the

development of more secure and peaceful societies.

3.2 Preliminary Works

3.2.1 Change Detection Based on Convolutional Neural Networks

The corresponding author of this document and other authors (VINHOLI et al., 2020)
proposed in 2020 a CDA for WR-SAR images based on convolutional neural networks.
The presented algorithm consists of a semantic segmentation stage and a classi cation
stage. As illustrated in Fig. 3.2, the CDA takes as input a di erence image|obtained by
the subtraction of a standalone WR-SAR reference image from a monitored image|and
outputs a list containing the central points of all detected changes. Two custom-built
neural networks with deliberately few trainable parameters were adopted instead of a

monolithic end-to-end segmentation model for two reasons:

1. To avoid data generalization issues by greatly reducing the number of trainable pa-
rameters of the Segmentation CNN and limiting its overall receptive eld. These
characteristics are important to assure that the model does not learn from the pecu-
liarities contained in the low number of available WR-SAR images. As can observed
in Fig. 3.1, the targets to be detected as changes in the data set have many simi-
larities between themselves: they are all point-like bright targets, distributed in a
two-dimensional grid geometry. More traditional semantic segmentation architec-
tures, like the U-Net (RONNEBERGER et al., 2015), could not be adopted in this
scenario without generalization concerns. That is, it would not be expected that
the trained model would perform similarly with data from other WR-SAR systems.

The high receptive eld would lead to learning the geometrical features of the small
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(a) South-Western Heading (b) North-Western Heading

(c) South-Western Heading (d) Western Heading

FIGURE 3.1 { Example of images from the CARABAS Il data set for the four target orientation headings.
The blue circles highlight the regions where the military vehicles were deployed in the ground scenes. Note
that the images depict di erent areas or headings, resulting in varying road appearances.
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data set, whereas the much greater number of parameters trained in a small data

set with similar images would lead to further generalization problems.

2. To improve performance, by employing a more numerically complex classi cation
CNN as a false alarm Iter. As shown in (VINHOLI et al., 2020), this second network
has the potential to reduce signi cantly the number of false alarms for a given

probability of detection.

FIGURE 3.2 { Summary of the change detection algorithm presented in (VINHOLI et al., 2020). The
inputs are the monitored and the reference images; both are WR-SAR images of the same scene, captured
with the same ight geometry. The outputs are the individual positioning of the changes of interest in
the monitored image. Rectangles represent the data processing steps, tridimensional boxes represent
convolutional neural networks, and circles represent element-wise mathematical operations.

A CNN with few parameters, the so-called Segmentation CNN, searches the di erence
image for pixels that are likely parts of relevant changes, producing a pixel-wise semantic
segmentation probability map image. Each pixel of this map is a value between 0 and
1, corresponding to the probability that the pixel is part of a relevant change. The
map is then binarized by a thresholding operation, where positive pixels|classi ed as
potential changes of interest|are mapped to 1, and negative pixels|classi ed as clutter|

are mapped to 0. In summary, for a pixel at the position (j; k) in the monitored image,
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TABLE 3.1 { Architecture of the Segmentation CNN.

Layer Filter Number Stride Padding Size of Num. of
Dim. of Filters Output Trainable
Param.
Input | | | | 3000 0
2000 1
Conv. 55 16 16 1 4 3000 416
2000 16
Conv. 1116 16 1 0 3000 272
2000 16
Dropout
PO | | | 3000 0
P =03 2000 16
Conv. 3316 8 1 2 3000 1160
2000 8
Conv. 118 1 1 0 3000 9
2000 1
Total:
1857

the binary segmentation output at position (j; k) is computed as

8

21; if % >1 q;

0y = (3.1)

> .
- 0; otherwise;

where ¥ 2 [0; 1] is the corresponding CNN output, and }; is the segmentation threshold.

Fig . 3.1 shows the architecture of the Segmentation CNN.

The produced binary map is fed to the Density-Based Spatial Clustering of Applica-
tions with Noise (DBSCAN) algorithm (ESTER et al., 1996) to locate clusters of positive
pixels. This algorithm searches for clusters containing at least,qa neighbor points, while
the distance between these neighbors is at most meters. Small patches centralized at the
central points of the found clusters are extracted from the di erence image and are sent to
another CNN|named Classi cation CNN. The network outputs a number between 0 and
1 for each patch analyzed, representing the probability that a relevant change exists inside
the patch. Finally, each patch is classi ed as containing or not containing a change of

interest by a thresholding operation. In other words, the classi cation decision is de ned
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TABLE 3.2 { Architecture of the Classi cation CNN.
Layer Filter Dim.  Number of Stride Padding Size of Out- Num. of
Filters put Trainable

Param.

Input | | 34 341 O

Conv. 331 16 1 2 34 34 16 160

Batch | | 34 34 16 64

Norm.

Conv. 3 3 16 16 1 2 34 34 16 2320

Max Pool. 221 1 2 0 17 17 16 O

Batch | | | 64

Norm.

Conv. 3 316 32 1 2 17 17 32 4640

Max Pool. 221 1 2 1 9 9 32 0

Batch | | | | | 128

Norm.

Conv. 33 32 64 1 2 9 9 64 18496

Max Pool. 221 1 2 1 55 64 0

Batch | [ | | | 256

Norm.

Conv. 3 3 64 64 1 0 3 3 64 36928

Aver. Pool. 3 3 1 1 3 0 1164 0

Dropout | [ | | 1164 0

P =03

Conv. 1164 1 1 0 111 65
Total:
63121

as 8

L iyl
¥ = (3.2)

> .
- 0; otherwise;

where ¥ is the CNN output after analyzing a patch, and {§ is the classi cation threshold.
Fig. 3.2 shows the architecture of the Classi cation CNN. All hidden layers of both
networks are activated by the Recti ed Linear Unit (ReLU) function, with the exception

of the last ones, activated by the Sigmoid function.

The Segmentation CNN is trained with WR-SAR di erence images. The ground
truth associated with each di erence image is composed of binary masks whose dimen-
sions are identical to the dimensions of the original WR-SAR images. Nonzero elements
in these masks represent the location of pixels that are parts of relevant changes. For
the CARABAS-II data set, squares of 1's were centered at the central points of appropri-
ate changes|vehicles concealed under foliage|contained in the di erence images. The
TGBL11 vehicles were marked as 3 3 squares, while both the TGB30 and TGB40 vehicles

were marked as 5 5 squares.
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The classi cation training set consists of small patches of 34 34 pixels extracted from
the WR-SAR di erence images. These patches are big enough to cover typical changes
present in WR-SAR di erence images. On one hand, negative patches|those containing
no relevant changes|are extracted by moving a sliding window over the di erence images.
On the other hand, positive patches are extracted as patches centered on the central
points of relevant changes. Values of 0 and 1 are respectively assigned to each negative
and positive patch. Classi cation data augmentation took place to increase the number of
positive examples and avoid over- tting the training data. Also, the addition of Gaussian

noise and rotation were performed over some extracted patches.

The area occupied by targets of interest present in WR-SAR images is usually small
compared to the total size of the illuminated scene. This result has a severe imbalance in
both networks. To address this issue, both CNNs are trained with the Balanced Focal Loss
cross-entropy function (LIN et al., 2020), which has been known for speeding up training
and increasing the performance of deep neural networks trained with imbalanced data

sets. It is de ned as

f(py) = y(1 py) log(py); (3.3)

where  is the probability of the predicted label being equal to the ground truth y 2 f0; 1g,

y 2 [0;1] is the class imbalance weighting factor corresponding to the label equal to
y, and is the focusing parameter, used to tune the importance given to harder-to-
learn examples. The focusing parameter was set to = 2 for both networks, while the
weighting factors were set to ; = 0:9999 and o = 0:0001 for the Segmentation CNN,
andto ;=0:9and (= 0:1 for the Classi cation CNN. These values were selected by
evaluating multiple choices of hyperparameters over the validation set and choosing those

that yielded the best performance indicators.

At the moment when the results were published, the algorithm presented in (VIN-
HOLI et al., 2020) outperformed every existing CDA at the time of publication for the
CARABAS-II data set, achieving a detection probability of 99% at a false alarm rate of
0:0833=km. Also, higher performance was obtained for most operating points even when
the Classi cation CNN was removed, i.e., when the potential relevant changes localized

by the DBSCAN algorithm were assumed to be correct. The obtained results evince that
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convolutional neural networks can learn complex patterns and distinguish real changes

from false alarms in WR-SAR di erence images.

3.2.2 Ground Scene Prediction Based on Image Stacks

Palm et al. (PALM et al., 2020) considered several di erent statistical methods, such
as median, trimmed mean, and autoregressive models, for ground scene prediction in
wavelength-resolution SAR images. The paper evaluated the performance over the CARABAS-II
data set of a simple CDA consisting of thresholding and morphological operations applied
to a DI when using GSP images as reference images. Tests showed how the additional in-
formation of the scene provided by stacks of SAR images could help signi cantly decrease
false alarm rates compared to when standalone WR-SAR images are used as reference

images.

The median operation yielded the best performance indicators in the executed tests.
Formally, this GSP method is de ned as follows. Letj2 R"Y be the i" image in a stack
of WR-SAR images S = [[V;1@;::::1™M]2 RH"WnN | The pixel-wise median operation
is then applied to S, producing the matrix 57 2 RFW . The individual elements 53"

are given by

157 =4S jx)

(3.4)
= P

where «) is the median operator. This process is illustrated in Fig. 3.3.

3.3 Methodology

Stacks of WR-SAR images provide additional scene information that can be exploited
by a CNN-based CDA to distinguish relevant changes from false alarms. Prior to this work,
however, the extent to which stack information improves supervised WR-SAR change
detection had not been quantied. To answer RQ1, two pipelines are proposed: one
that fuses the stack into a single ground-scene prediction (CNN-GSP) and another that

analyses multiple di erence images jointly (CNN-MDI).
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FIGURE 3.3 { De nition of the median GSP method (PALM et al., 2020). A stack of WR-SAR images S
is processed by the median operator, which generates the GSP imag€% . This operation is denoted as
Sijk ), forj=1;2;::;Hand k=1;2;:::;W.

3.3.1 Stack Formation and Preprocessing

identical ight geometry. For each monitored image, we either (i) apply the pixel-wise
median to obtain the ground-scene prediction&S" (Figure 3.3), or (ii) subtract each
reference image from the monitored acquisition to form n di erence images (Dls). All
DIs are normalised to zero mean and unit variance so that the subsequent CNNs are

insensitive to amplitude scaling across passes.

3.3.2 Ground-Scene Prediction Pipeline (CNN-GSP)

The CNN-GSP pipeline proceeds in three stages:

1. Ground-scene prediction. Fuse the stack with the median operator to produc&$P.

2. Dierence image formation. Compute and normalise the DI between the monitored

image and PSP,

3. Change analysis. Process the DI with the segmentation{classi cation cascade in-

troduced earlier in this chapter (Figures 3.1 and 3.2) to obtain change locations.
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